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In the behavioral sciences, inferential statistics are used to evaluate hypotheses about
behavior in the face of variability and error. Psychologists who learned statistics the way I
did were probably taught to express theories as null hypotheses and use statistical hypothesis
tests to calculate significance levels. It turns out now that the explanations of the procedures
we received from textbooks or the instructor were in in many cases incorrect, or at best
misleading.

Suppose a mean difference between two groups has been found to be significant, p =
.05. Very few students or researchers can explain correctly what this means. This should not
be surprising. The explanation is complex and convoluted, one that has been appropriately
described as “a misleading answer to a question which nobody is asking” (Novick &
Jackson, 1974, p. 245). It indicates that, given certain critical assumptions about the data,
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and assuming that in the population as a whole the true difference is exactly zero, the
probability that an observed difference would be as large as or larger than the difference
observed is .05.

The question we would like to have answered might be, how believable is the
hypothesis of zero difference? Or, how large is the true difference likely to be? Or, how
important is it? A significance level is too often thought to provide answers to these
questions, but it does not. Critics have pointed this out for as long as the methods of
significance testing have been in existence, but even though the number of critics has grown
in recent years, too many students and researchers do not understand why a significance
level does not provide the answers that they seek.

Nine years ago, in the first edition of Beyond Significance Testing: Statistics Reform
in the Behavioral Sciences, Rex B. Kline reviewed the objections to significance testing and
described alternative methods of statistical analysis that have a sounder basis. Parsons and
Nelson (2004) reviewed the first edition. Because their comments may apply to the second
edition as well, I have glossed quickly over some of the topics they covered and focus on
what is new.

In the second edition Kline provides a more extensive treatment of the logic of
significance testing. He explains the serious limitations to these procedures and uses
cognitive theory to explain why researchers are likely to be confused by them. His
assessment of significance testing is incorporated into a comprehensive textbook intended
for use in graduate or honors undergraduate statistics courses. Together with a critique of
inappropriate practices, the book describes alternative methods of data analysis, including
parameter estimation, meta-analysis, and Bayesian estimation procedures.

Kline pulls no punches in his damning indictment of established methods of data
analysis in the behavioral and social sciences: “I argue that the overreliance on significance
testing . . . has damaged the research literature and impeded the development of psychology
and other areas as empirical sciences” (p. 9). He explains why significance levels rarely
provide useful information. An entire chapter is devoted to the cognitive distortions inherent
in significance testing, emphasizing how easy it is to assume that a significance level means
something it does not. Kline also discusses obstacles to changing current practice, mostly
inertia and the vested interests of publishers and software companies.

Alternatives to Significance Testing

In recent years there have been a number of changes in statistical practice. Journal editors
have encouraged investigators to report estimates of the power of their experiment and to
include measures of effect sizes. Kline points out, however, that these steps are themselves
limited. Statements of power can be quite arbitrary. Effect size estimates can be biased and,



in any event, are themselves subject to error variance. Better than a point estimate for the
effect size is something like a confidence interval. Interval estimates reflect the uncertainty
that is inherent in the data and provide an indication of the precision of the research.
Unfortunately, commonly used statistical packages are limited in their ability to provide
interval estimates of effect size.

The largest section of the book is a systematic treatment of size estimation procedures,
for both measurement data (continuous variables) and frequency data (categorical
outcomes). There are many possible measures of effect size. Each serves a rather different
purpose. It is important, therefore, to choose suitable statistics carefully, bearing in mind the
kind of information that they provide. Commercial statistics packages are sometimes
deficient with regard to size estimation statistics. However, Kline cites a number of special-
purpose computer programs that are available. The number of useful computer programs has
increased a great deal since the first edition of the book.

In the past, measures of effect size have too often been divided into arbitrary
categories such as small, medium, and large. Perhaps this is symptomatic of investigators’
desire for simple heuristics that relieve them of the responsibility for thoughtful analysis.
Kline provides an excellent summary of the issues that one confronts when interpreting the
meaning of research data. He offers a useful summary of his recommendations in a section
titled How to Fool Yourself With Effect Size Estimation (p. 158).

Meta-analysis is another tool that has grown in importance in recent years. It is used
to integrate findings across many studies of the same phenomenon. Kline begins his
discussion, though, with some cogent comments concerning the use of replication in general.
He points out that replication is fundamental to the advancement of knowledge, is common
in the natural sciences, but has been sadly ignored in the social sciences.

Because systematic replication is so rare, meta-analytic reviews typically have to
make do with studies that claim to investigate the same theoretical concepts, with
comparable dependent and independent variables, but that differ in too many ways to justify
confidence in their equivalence. Meta-analysis, then, is a second-best approach, “not a
substitute for systematic replication” (p. 265). Kline discusses the disincentives that the
discipline has erected as barriers to effective replication, with the clear implication that these
disincentives must be changed.

The final chapter is devoted to a discussion of Bayesian statistics. The chapter is very
brief, which is understandable; a full presentation of Bayesian methods requires a book to
itself. Nevertheless, it is rather unfortunate that the reader will go away with only a rough
idea of the unique contribution that Bayesian methods can offer.

I admit that for many years the Bayesian approach to statistical inference has been the
only one that makes sense to me. The methods have generated controversy, but most of the
criticism comes from investigators who seem to cling to the discredited idea that there can
be an objective analysis of research data, free from personal judgment.



If one agrees that the purpose of statistical analysis is to evaluate hypotheses in the
face of variability and error, it should be clear that conclusions in science can never be
independent of personal judgment. Believing that traditional methods somehow escape this
dependence is a serious mistake. Bayesian methods assume that probability theory offers a
rational guide to expressions of opinion. Prior assumptions are made explicit, rather than
being hidden implicitly behind a facade of objectivity.

A Bayesian conclusion typically expresses directly what many researchers believe, or
hope, is given by significance levels—the probability that a hypothesis of interest is correct.
A failure to recognize that significance levels never provide such a probability lies at the
heart of many misinterpretations of significance tests.

It is interesting that a recent popular book on prediction (Silver, 2012) makes a strong
case for using Bayesian ideas in many important areas where experts need to predict
important outcomes. These areas range from national elections to stock market performance
to weather forecasting. I suspect that the more direct is the impact that one’s investigations
have on important outcomes, the more one sees value in a Bayesian analysis of the data.

The Future of Statistics in the Behavioral Sciences

Since the first edition of Kline’s book, there have been some changes in the practice of
statistics in psychology, but the pace of change has not been encouraging. In this second
edition, Kline is quite clear about the direction that he would like the discipline to take. His
“best practice” recommendations at the end of the book (Chapter 10, p. 289) should serve as
a template for the design of courses in statistics and measurement. It will not be easy,
though, to effect major changes in a culture as well established as that which he seeks to
overthrow.

My own observations of common statistical practice in psychology remind me too
much of the commitment that addicts show toward their drug of choice. It has become a
habit that provides comfort and relief at times of stress and demands very little from the
participant. Abandoning the habit is difficult and painful. And when one is surrounded by
friends or colleagues who engage in the same behavior, it is easy to conclude that there can
be no harm.

Kline’s book shows researchers how to break free from the comfort zone of standard
statistical practice. My only concern is that the book seems to address two separate goals that
sometimes interfere with each other. One goal is to provide a critique of current practices,
the other to provide a comprehensive coverage of alternative procedures. Of course, any
criticism must also provide readers with suitable alternatives. Nevertheless, I was concerned
that important warnings might be lost when embedded within the detailed treatment of rather
complex methods.
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It requires more than one book, more than a handful of academic articles, more than
well-intentioned cajoling, to change a firmly entrenched behavioral norm. Nevertheless,
Kline’s attempts in that direction are to be applauded. Beyond Significance Testing points the
way and directs well-motivated students and researchers to other resources. I suspect,
though, that it will take major changes at institutional levels, especially through policies
adopted by journals and grant agencies, to produce the wholesale changes that Kline hopes
to see.
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